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Summary

In behavioural ecology, stochastic dynamic programming may be used as a
general methéd for calculating animals’ optimal behavioural policies. But. how
might the animals themselves learn optimal policies from their experience? The
aim of the thesis is to give a systematic analysis of possible computational
methods of learning efficient behaviour.

First, it is argued that it does follow from the optimality assumption that
animals should leam optimal policies, even though they may not always follow
them. Next, it is argued that Markov decision processes are a general formal
model of an animal’s behavioural choices in its environment. The conventional
methods of determining optimal policies by dynamic programming are then
described. It is not plausible that animals carry out calculations of this type.

However, there is a range of alternative methods of organising the
dynamic programming calculation, in ways that are plausible computational
models of animal leaming. In particular, there is an incremental Monte-Carlo
method that enables the optimal values ( or ‘canonical costs’) of actions to be
learned directly, without any requirement for the animal to model its environ-
ment, or to remember situations and actions for more than a short period of
time. A proof is given that this learmning method works. Leaming methods of
this type are also possible for hierarchical policies. Previously suggested learn-
ing methods are reviewed, and some even simpler learning methods are
presented without proof. Demonstration implementations of some of the learn-

ing methods are described.



Corrigenda

Page 90, lines 13-21 should be replaced by:
Note that

(1-)UK x, ) + or* = UK %)+ @ i ) enn + 5_‘, AV WorlEr) = Uit )]

A learning method can be unplememed by, at each time step, adding appropnate fracnons of the
current prediction dnffcrence to previously visited states.

Page 91, insert after line 16:
The total change in U(x) that results from a visit to x at time ¢ is

a[el + VAL, + (‘Yk)z €2+ - ] = cc[r} = Ulx )] - o 2(7)")‘ Cl(xyq » t41—=1) €40y
. . mal .

Note that [C(x,1)| < 1 lk for all x and ¢, If U is exactly conféct, then the average value of the

first term on the RHS above will be zero; however, if there is any error in U, then the second
term on the RHS above will become neghglble for sufﬁc:ently small c.

Page 98, in line 21: : ‘ o : : -
‘Michie (1967)' should be deleted; ‘Widrow et al (1972)° should be replaced by
‘Widrow et al (1973)". . -

Page 227, lines 7 to 13 should be replaced by:
Sufficient conditions are that: .
. For each observation, x, a, and & may be chosen with knowledge of previous observations,

but r and y are sampled, independently of other observations, from a joint distribution that
depends only on x and a. :

. For all x and a, the rewards should have finite mean and finite variance.

. For each state-action pair x, a, the subsequence of leaming factors for observations of the
form [ x a y, r, ] is monotonically decreasing, tends to zero, and sums to infinity.

Page 228, replace lines 14 to 23 by:
between each value of n in the sequence.

To show this, consider the subsequence of observations in which action a is performed in
state x, Let the index of the ith observation in this subsequence have index m; in the main
sequence of observations. The replay probabilities when performing a in state <x,m;> in the ARP
may be written explicitly as follows. Let B;, be the probability that the m,th observation will be
replayed when action a is performed in <x,m;>. Then '

B, = 0 for s>i
B = o

H(l-a,)]a,-., fors=1toi, takingoy=1

£ a4l



If for some j>0
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then it may be shown that
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That is, if d(<x,n’>,a) - d(<x n>,a) = D then if action a is performed i m <x,n"> then the probabil- |
ity that the observation replayed has index less than »# is less than 1-e¢™2

Hence, the depth construction given previously on page 228 shows that, for any chosen
number of replays k and any chosen value € of the learning factor and for any small probability §,
it is possible to choose a level n in the ARP so large that, starting at any state <x,n> and follow-
ing any sequence of actions, the number of replays will be greater than k and the maximal value
of o encountered during any of the first k replayed moves will be less than €, with probability
greater than 1-8. k and & may be chosen so that the expected k-step truncated returns of the ARP
are as close as desired to the expected returns of the ARP.

It remains to show that the transition probabilities and expected rewards in the ARP con-
verge to those of the RP. There is a delicate problem here: the ARP is constructed from a
sequence of observations, and some observation sequences will be unrepresentative samples.
Furthermore, x, , a,, and o, may all be chosen with knowledge of the previous observations 1
to n~1. So to give a convergence result, it is necessary to regard the observed rewards and transi-
tions as random variables, and to argue that, for any RP, the transition probabilities and expected
rewards in the ARP will converge to those in the RP with probability 1, the probabmty being
taken over the set of possible sequences of observations for each state action pair. :

Consider once more the subsequence of observations of action a4 in state x, and let the ith
observation in this subsequence be observation m; in the main sequence, and let R; be the random
variable denoting the reward observed on this mth observation. Let the states be numbered from
1to S, and let 'I‘,l v+« .+ TY be random variables such that if the observed destination state at the
m;th observation is the kth state, then T¥ = 1 and Tl— 0 for j # k. Note that E[ T? ] = P, (a) and
E[ R; ] = p(x,a) for all i.

The expected reward and the transition probabilities in the ARP (which are now random vari-
ables, since they depend on the observation sequence) are:

pARP(Q, m>a) = z Bi.rR

=0

and

i
P‘Mmp.q, s(@) = Z 5;,1 T;

s=Q . R
Note that E[ p**"(<x, m>,a)]=p(x,a) and E[ P >, . 5(8) 1 = Py(a), and observe that
max {B:s} - 0 as x—) oo, Since, by hypothesis, the means and variances of all rewards are
ﬁmte. and the TF are bounded, the strong law of large numbers implies that as i — oo,
p**P(<x, m>,a) = p(xa) and Pﬁ,’f’,,‘_,,q. >(@) = P, (a), both with probability 1. Since there is

only a finite number of state-action pairs, all transition probabilities and expected rewards in the
ARP converge uniformly with probability 1 to the corresponding values in the RP as the level in
the ARP tends to infinity, This completes the proof.
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Chapter 1
" Introduction

Learning to act in ways that are rewarded is aAsign'of intelligence. It is,
for e)tample, natural to train a dog by rewarding it when it responds appropri-
~ately to }corn:nands That animals can learn to obtain rewards and to avoid pun-
ishments is generally accepted and thls aspect of animal mtelhgence has been
studied extensively in expenmental psychology. But it is strange that this type
of learmng has been largely neglected in cognitive science, and I do not know
'of a smgle paper on animal learmng publxshed in the main stream of hterature

on aruﬁc1al mtelhgence

| This thesis will present a general computational approach to learmng from
rewards and pumshments, which may be applied to a wide range of situations
in which anirnal leamin.g} has been stndied, as well as to many other types of
'learn'ing probllem " The aim of the thesis is not to present speeiﬁc eomputational
models to explam the results of specxﬁc psychologxcal expenments Instead, I

| W111 present systemaﬂca.lly a fanuly of algonthms that could m principle be
used by animals to optxrmse their behaviour, and which have potentxa.l applica-

" tions in amﬁcxal mtelhgence and in adaptxve control systems.

In this 1ntroduct10n I will d1scuss how amrnal learnmg has been studled

and what the requirements for a computanonal theory of leammg are.
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Chapter | — Introduction

1. Classical and Instrumental Conditioning

I will not give any comprehensive review of the enormous literature on
the experimental study of animal learning. Instead I will describe the essential
aims of the experimental research, the nature of the phenomena studied, and

some of the main conclusions.

‘There is a long history of research into conditioning and associative leam-
-ing, as described by Mackintosh (1983). Animals’ ability to learn has been stu-
died by keeping them in controlled artificial environments, in whieh events and
contingencies are under the control of the experimenter. The prototypical
aniﬁcial environment is the Skinner box, in whieh an animal may be con-
fronted with stimuli, such as tﬁe sound of a buzzer oe the sigﬁt of an
illurni;xated laanp, and thel animal may perform responses‘rsuch as pfessing a
lever in the case of a rat, or pecking at a light in the case of a pigeon. The
ani‘mal may be automatically prc;vided with reinforeeis. In behavioural terms, a
-positive reinforcer is something that may increaee the brobability of a preceding
reSpo.nse;‘ a positiye reinlferc'er might‘be a morsel of food foe a hungry animal,
for ins‘tance ora sip of water for a thirsty animal. Converéely, a negative rein-
forcer, such as an electric shock, is somethmg that may reduce the probabxlty of
a precedmg reSponse Ina typxcal expenment the ammal S envu'onment may be
conu'olled automancally for a long penod of tlme, and the dehvcry of rein-
~ forcers may be made contmgent upon the stimuli presentcd and on the
'.responses of the animal. The events and contmgencxes that are specified for the

artificial environment are known as the reinforcement schedule.

Two principal types of experimental procedure have been used: instrumen-

tal and classical conditioning schedules.

In instrumental schedules, the reinforcement that the animal receives

depends on what it does. /nstrumental learning is learning to perform actions to
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_ obtain rewards and to avoid punishments: the animal learns to behave in a cer-
tain way because behaving in that way leads to positive reinforcement. The
adaptive function of instrumental conditioning in animals is clear: blue tits will

obtain more food in winter if they can learn to visit well stocked bird-tables.

In classical . (or ‘Pavlovian’) experiments, the animal is exposed to
sequences of ‘Ievents and reinforcers. The reinforcers are contingent on the
events, not on the animal’s own behaviour: a rat may be exposed to a light, and
then given an electric shock regardless of what it does, for example. Experi-
ments of this type are often preferred (bickinson 19'80) because the correlations
| between events and rc;inforccrsmay.be controlled by the experimenter, whereas
th; animal’s actiops may not.

Classical conditioning experiments depend on the fact that an animal may
naturally rcspond_ to certain stimuli without any previous learning: a man will
withdraw his hand from a pin-prick; a dog will salivate at the sight of food.
The stimulus that elicits the response is termed the unconditioned stimulus or
US. If the animal is Iplaced in an environment in which another stimulus—the
~.conditioned stimulus or CS—tends to occur before the US, so that the
occurrence of the CS is .corrclatcd wi;h the occurrence of the US, then an
~animal may produce the response after the CS only. It is as if the animal leamns

to expect the US as a result of the CS, and responds in anticipation.

Whether there are in fact two types of learning in instrumental and classi-
cal conditioning is much disputed, and complex and difficult issués are
involved in attempting to settle this question by expérimcnt. However, I will be
concemed not with animal experiments but with learning algorithms. I will
_therefore give only a brief discussion of one interpretation of vthé _cxpén'mcntal
evidence from animal ‘experiments, as part of the argument in favour of the

type of leaming algorithm I will develop later.
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Mackintosh (1983) discusses the relationship between classical and instru-

mental conditioning at length.

Flrst, it nught seem temptmg to regard classical condmomng as a form of
mstrumcntal condmomng might a dog not learn to salivate in anticipation of
food because the dog found that if it salivated the food was more palatable?
Mackintosh argues that classical conditioning cannot be explained as instrumen-
tal conditioning in this way. One of the neatest experiments is that of (Browne

'1976) in which animals were initially prevented from giving any response while
they observed a correlation between a stimulus and a subsequent reward.
"When the constraint that prevented ihc animals giviﬁg ‘the response was
removed, they immediately gave the response; there was no possibility of any

instrumental learning because the animals had been prevented from responding.

‘Mackintosh also notes that, perhaps more suprisingly, much apparently
instrumental condmonmg may be explamablc as cla551ca1 conditioning. In an
instrumental expcnment in which animals learn to perform some action in
| response to a conditioned stimulus, the animal must incvitably observe a corre-
~ lation betwéen the conditioned stimulus and thé reward that occurs as a result
of its action. This correlation, produced by the anixﬁal itself, may give rise to a
~ classically conditioned response: if this classically conditioned response is the
same as the instrumental response, then each response will S&cngthen the corre-
lation between the CS and the reward, thus strengthening the conditioning of
the CS. Learning would thus be a positive feedback process: the more reliably
~ the animal responds, the greater the correlation it observes, and the greater the

correlation it observes, the more reliably the animal will respond.

But, as Mackintosh argues, not all instrumental learning may be explained
in this way. A direct and conclusive argument that not all instrumental learning

is explainable as classical conditioning is the common observation that animals
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can learn to perform different responses in response to the same stimuli to.
obtain the same rewards. "

VIacidntosh sug‘ocsts, however, th‘at no instrumental conditioning experi-
ment is totally free of classmally condmoned effects, and vice versa. For
instrumcntal leaming to occur an ammal must producc at least one response, or
scqucncc of rcsponscs, that rcsults in a rcwa.rd—why docs the animal produce
the ﬁrst such response? Instrumental learning consists of attemptmg to repeat
previous successes; the ach1evement of the ﬁrst success requires a different
explanation. One possibility. is that an animal performs a totally random
exploration of its environment: but this cannot be accepted as a complete expla-
nation. A reasonable hypothesis is that cla.sslica-l conditioning' is the expression
““of indate knOWIedgc of what éctions hre usually appropriate when certain types

'of ‘ev'efnts are observed tovbe correlated in the environment The roughly
éppropriéte innate behaviour releascdiby classical conditioning may then be
ﬁnc-tuncd by instrumental lvenrning The qncstion of the relationship bctwccn‘
classxcal and mstrumcntal condmomng is, therefore, one aspect of a more fun-
damcntal qucstlon what types of innate knowlcdgc do ammals have and in

what ways does this innate knowlcdgc conmbutc to lcammg"

Condmonmg theory sccks to explain ammals bchavmur in detail: to
cxplain, for cxamplc, just how the time interval between a response and a rein-
forccr affects the rate at which thc rcsponsc is learned. As a consequence of
thxs level of detail, condmomng thcory cannot readily be used to cxplam or to
predict animal leammg undcr more natural condmons: the rclanonshlps between
stimnli, responses, and reinforcers becomc too cor'nple‘x for models of instru-
mental conditioning to make predictions. It is clear in a general way that instru-‘
mental conditioning could enable an animal to learn to obtain what it needs, but

conditioning theory cannot in practice be used to predict the results of learning
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" quantitatively under most natural conditions. The difﬁcnlty is that conditioning
theory has tended to be developed to explain the results of cenain types of

experiment rather than to predict the effect of learning on behaviour overall,

The opumahry argument as used in behavioural ecology can prov1de, I
beheve a clear and well mouvated descnptxon of what instrumental leammg
should ideally be. I will later consrder systemautally the different ways in

which this type of instrumental learning may be achieved.

2. The Optimality Argument

Behavioural ecologists seek to explain animal behaviour by starting from a
different direction. They argue méi animals need to behave efﬁciently if they
are to survive and breed: selecuve pressure should therefore, lead to animals
adopung behavioural strategies that ensure maximal reproductive success. Just
as evolution has provxded animals with bodies exqursxtely adapted to survwal in

their ecologlcal niches, should not evolut1on also lead to sumlarly exquxsne
| adaptatxons of behavrour° On thlS view, it should be possible to explain natural
ammal behaviour in terms of its contribution to reproducnve success. This

approach to the analysrs of animal behaviour is known as the optzmaluv argu-

ment,

The opnmahty argument is controversial: Gould and Lewontin (1979)
attack its uncnncal use, and Stephens and Krebs (1986) gwe an extended dis-
cussmn of when the use of the opumahty argument can be Justrﬁed It is clear
that there are both practical and theoretical difficulties w1th the optimality argu-

ment,

~ One difficulty that Gould and Lewontin point out is that the optimality
~ argument must be applied to an animal and its behaviour as a whole, and not to

each aspect of the animal separately. Further, optimality can only be assessed
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. relative to the animal’s ‘choice’ of overall design (or ‘bauplan’) and mode of

life. One cannot recommend a whale to become a butterfly.

- A potential weakness of the optimality argument is that evolution is not a
perfect optimiser. It is likely, therefore, that there are some aspects of
-behaviour which have no adaptive value, just as there are some parts of the
body that migﬁt benefit from being re-designed; Nevertheless, there are many
example§ where optimality arguments can be .applied convincingly to explain

aspects of animals’ natural behaviour,

And, of course, optimality arguments may often be difficult to provide in
practice because it may be difficult to establish what the optimal behavioural
strategy actually is for an animal in the wild. The difficulty fnay be either that
it is difficult to determine what an animal’s intermediate goals should be if it is
to leave as many surviving descendants as possible, or else the difficulty may
be that although the goals of optimal behaviour are reasonably clear, it is
difficult for a behavioural ecologist to know how animals could best go about

. achieving them. What is the best way for a squirrel to look for nuts?

To apply the optimality argument to any particular example of animal
behaviour is fraught with subtle difficulties, and a substantial amount of investi-
gation of the animal’s behaviour and habitat is necessary. But I am not going to
. do this—all I need to assume is a rather limited form of the optimality argu-

. ment, which is set out below.

3. Optimality and Efficiency
The optimality argument as applied to behaviour suggests that the function
“of ‘instrumental learning is to leamn to behave optimally. Some aspects of

behaviour are innate, other aspects are learned, but all behaviour should be

optimal. But this is much too simple.
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There is a basic difficulty: animals cannot learn how to leave as many
descendants as poss'iblc. It is not possiblé for an animal to live its life many
times and to determine from its experience the optimal strategy for perpetuating
its genes. All that an animal can learn to do is to achieve certain intermediate
objectives. To ensure ‘maximal reproductive success, animals may need to
achieve a varieiy of intermediate goals: finding food and water, finding shelter,
defending territory, attracting a mate, raising offspring, avoiding predators, rest-
ing, grooming, and so on. Animals may learn to achieve these goals, but they

cannot learn optimal fitness directly.

It is often possible to identify certain skills that animals need to have—
one such skill that many animals need is the ability to forige sO as to gain
energif at the maximum possible rate. To describe an intermediate objective
quantitatively, it is necessary to specify a performance criterion, which can be
used to ‘score’ different possible behavioural strategies. The maximally efficient
- behavioural strétegy is the one that leads to the best score according to the per-
formance criterion. If animals can represent suitable performance criteria inter-
nally, so that they can score their current behaviour, then it becomes possible
for them to learn efficient behaviour. This is the type of learning I will exam-
ine.

But an animal will not always need to achieve all its intermediate objec-
tives with maximal efficiency. A plausible view is that, for each species of
animal, there are certain critical objectives, in that the levels of performance an
animal achieves in these areas strongly affect its reproductive fitness. In other
areas of behaviour, provided -that the animal's performance is above some
minimum level of efficiency, further improvements do not greatly affect fitness.
For example, a bird may have ample leisure during the autumn when food is

plentiful and it has finished rearing its young, but its survival in the winter may
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dcpcnd cntxcally on its ability to forage cfﬁc1cnt1y There is, therefore, an
1mportant dxstmcuon betwcen optimal bchav1our in thc sense of bchavxour that
cnsurcs maximal rcproducuvc success, and behav1our that is maxzmally efficiens

in achxcvmg some 1ntcrmed1ate objective.

| It is possxble that some ammals need to 1earn to optumse theu‘ behavmur
- overall by lcarnmg to choosc to devote appropriate amounts of umc to different
acnvmcs; but it is hkcly that it is more usual that animals need to learn certain
specific skills, such as how to hunt efﬁmently It is unhkely that an ammal will

have to leamn to seek food when it is hungry it is more likely to need to learn

 how to find food efﬁcxently, 50 that 1t can exercise thls skill whcn 1t is hungry.

Arurnals may, thereforc, nccd to leam skxlls that they do not always nccd
to use. Learning of [hlS type is to some extent incidental: an animal may learn
, hoyv to forage efﬁciently while actually foraging somewhat inefﬁciently, so that
_ the animal’s true level of skill may only become evident when the animal needs
. to use it. Furthermore, it is usually necessary to make rmstakes in order to
learn: animals must necessarily behave inefficiently sometimes in order to learn
how to behave efﬁcicntly ~whc:n they need to. This view .of leamning is rather
~ different from traditional views of reinforcement Icamihg, as presented by, for

example, Bush and Mosteller (1955).

4. Learning and the Optimality Argument .
- The optimality argument does predict that animals should have the ability

to learn—to adapt their behaviour to the environment they find. The reason for

this is that

o The same genotype may encounter circumstances in which different

behavioural strategies are optimal.
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That is, either the same individual may nccd to adapt its behaviour, or different
individuals may encounter different circumstances. This is not an cntirciy trivial
point: one reason why we do not learn to beat our hearts is that the design of
the heart, the circulatory system, and the metabolism is encoded in the genes,
so that the 6ptin‘1ai stratégy' fdr beating thc heart may:be' genetically coded as
‘well, It is possible, howéver,’ that there could be a mechanism fbr ﬁn;:-tuning
the control system for the heart-beat in'fcéponse to experience, because physi-
cal development is not entirely determined by the genotype. |

| Naturally, optimality thebry prcdicis optixnaﬁiy in learning, vbut there are
two notibnS :of Optirpality in learning: dpn‘mal learﬁing, and Ilearningrof efficient
| vsrrategievs. ‘Optimal léarnihg’ is a proéesslof collecting‘and ;xsing information
during learning in an optirhal manner, so that the learner makes the best possi-
ble decisions at all stages of learning: learning itself is regarded as a multi-
| stage decision process, and lcaming} is optimal.‘if tﬁe learner adopts a strategy -
that will yield the highcst possible return from actions over the whole course of
learning. ‘Léaming of an efficient strategy" or ‘asyrﬁptotically bptimal’ leamning
(Houston et al 1987) is a much weaker nétioné—all that is meant is that after
sufficient experience, the learner will eventually acquire the ability to follow

the maximally efficient strategy.

The difference between these tv.o notions may be made clear by consider-
ing the ‘two-armed bandit’ problém. In this problem, a piaycr is faced with two
levers. On each tumn, the player may pull either lever A or lever B, but not
both. After pulling a lever, the player receives a reward. Let us supposé that,
for each lever, the rewards are grenerated according to a different prdbability
distribution.’ Successive rewards are independent of each other, given the
choice of lever. The average rewards given by the two levers are different.

The reward the player obtains, therefore, depends only on the lever he pulls.

10
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Now, suppose that the player is allowed only 10 turns; at each turn, the player
may decide which lever to pull based on the rewards he has received so far in

the session,

If the player knows that lever A gives a higher reward than lever B, then
clearly his .maxima.lly efficient strategy is to pull lever A 10 times. But if the
player is uncertain about the relative mean rewards offered by the two levers,
and his aim is to maximise his total reward over n tums, then thc_ problem
‘becomes interesting. The point is that the player should try pulling both levers
alternately at first, to determine which lever appears to give higher rewards;
- once the player has sampled enough from both levers, he may choose to pull
one of the levers for the rest of the session. Other sampling strategies are possi-

ble.

The difference between optimal learning and learmning an efficient strategy
- is clear for this problem. Learning an efficient strategy is learning which lever
gives the higher rewards on average; a learning method learns the efficient stra-
tegy if it always eventually finds out which. lever gives the higher rewards.
"However, a learning method is optimal for a session of length » if it results in
_ the player obtaining the highest possible expected reward over the n tums,
‘highest possible’ taking into account the player’s initial uncertainty about the

reward distributions of the levers. . -

Optimal learning is the §ptimal use of information to inform behaviour. It
is learning that is optimal when considered over the whole course of leamning,
- taking into account both early mistakes and later successes. Optimality in this
sense refers to the learning method itself, not to the final behaviour attained. In
- the two-armed bahdit problem, for example, if only a few turns are allowed, it
may be optimal for the player to perform very little initigl sampling before

choosing one lever to pull for the rest of the session. If the player does not

11
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: perfbrm enough sampling, then he may easily choose the wrong lever: if many
turns are allowed, therefore, the optimal strategy may be to do mbrc sampling.
Note that optimal learning does not necessarily lead to the acquisition of the
maximally efficient strategy: if learning the maximally efficient skill is costly, it

may not be worthwhile for the animal to leamn it.

The two-arqu bandit problem is perhaps the simplest learning problem
which involves a trade-off between exploration of the possibilities of the
. environment, and exploitation of the st'rateAgies that have been discovered so far.
This is a dilemma that arises in almost any instrumental leamning problem. If an
animal performs too much exploration, it may not spend enough time in
exploiting to advantégc what it has learned: conversely, if an animal is incuri-
ous and does too little exploration, it may miss discovering some alternative
behaviours that would bring much higher returns, and it may spend all its time
exploiting an initial mediocre strategy. This is known as the exploration-
exploitation trade-off. During its life time, an animal must continually choose
whether to explore or whether to exploit what it knows already. One prediction
of optimality theory, therefore, is that an animal should make an optimal choice
in the exploration-exploitation trade-off. It may happen that, in following the
optimal strategy, the animal will not necessarily perform enough exploration to
achieve maximally efficient performance: it may be better to be incurious and
so avoid making too many mistakes during exploration.

Houston and McNamara (1988) and Mangel and Clark (1988), propose
explaining natural animal leaming as optimal learning in this sense. This
approach is surely correct for learning in the sense of collecting and using

information, but it is in practice impossible to apply for learning in the sense of

the gradual improvement of skill.
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. Rather confusingly, ‘learning’ is used in the operational research and
dynamic programming literature (for example, de Groot (1970) or Dreyfus and
Law (1977)) to refer to the short-term collection of vinformation for immediate
use. This is the sense of ‘learning’ as in ‘In the darkness of the room there
came a slow;rustling sound and then the sound of the sofa being pushed across
the floor, so I learned I was dealing with a snake of remarkable size.” as
opposed to the sense of learning in ‘It took him three months of continuous
practice to learn to ride that unicycle.” The short-term collection and use of
information (learning in the first sense) is a skill that can itself be gradually
improved by practice (l¢aming in the scqond sense). |

Krebs, Kacelnik, and Taylor (1978) performed one of thc~ﬁ_rst experiments
to determine whether animals could leamn to collect and use information in an
optimal way—indeed, one of the first experiments to determine whether
animals could leamn an optimal strategy, where the optimality of the strategy
was deien‘m’ned by reference to a d&namic mbdel. Théykkhept 4birds (great ti{s)
in an artificial environment iﬁ which they wére~fed in a series of short sessions.
For tlic duration éf each feeding seséion, the bird was preséﬁtcd with two
feeders, one of which would yield féod more readily than the other. The birds
could only tell which feeder was better by trial‘ and error, so that each session
was in effect a two armed bandit ‘problem, and successive sessions were
independent problems of the same typé. HA Areasonable strategy for.a bird—.ﬁnd
. one thaf is very nearly opdmal%is to Qamplc from both feeders for a short time
at the start of each session, and then to feed for the reSt of the séssion
~ exclusively from the feeder that gave out food most rez;dily during thc sampling
period. Over many' sessions, the birds did indeed acquire near optimal -st_rategies

of this type.
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But the type of learning that I will be interested in is the improvement in
performance over many feeding sessions. In this example, the birds gradually
learned a maximally efficient strategy for the problem. Was this gradual leam-

ing also optimal? That is a very difficult question to answer, for two reasons.

" The first reason is that it is exceedingly difficult to devise demonstrably
optimal lea.min.g strategies for any but the simplcst of formal problems. Even
for the two-armed bandit problem, finding the optimal strategy is a formidable
computation, There is a straightforward general method, as explained in
de Groot (1970), for constructing optimal learning strategies, but the strategies
and the computation become impractically complex for any but small problems,
or problems for which simplifying assumptions are possible, The problem of
leafnihg the 6ptimal stratcgyiin repeated two-armed bandit problems is far too
complex for it to be possible to determine the optimal learning strategy.

But ﬁ'éecond and more fundamental difficulty is ‘that an optimal leamning
strategy is i&p.timal 6'nl).r"vvit.h respect to some prior assumptions concerning the
probabilities of 'encbumering various possible environments. In an experiment
similar to that of Krebs et al (1978), the Optinial strategy within a feeding ses-
sion depends on the distribution of yiclds from the feeders in different sessions.
After the great tits have experienced many feeding scssioné, they have enough
information to ‘know’ the'statistiéal distﬁbution of the yields from each feeder,
and it makes sense to ask whether they can acquire the optimal strategy for the
distribution of yiclcis that they hai/e experienced. But to ask whether the birds’
learning is Opﬁmal over the whole experiment is a different matter: the optimal
' strategy from. thev birds' point of view is depends on the birds’ prior expecta-
tions, and we have no means of kxiowing what these expectations are or what

they should optimally be.
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In other words, to show that some particular learning method is optimal, it
is necessary to specify a probability ‘distribution over the environments that the
animal may encounter, as noted by McNamara and Houston (1985). In prac-
tircc,‘ this is likciy to be an insuperable difficulty in providing convincing quanti-
tative optimélitycxplangtions for any type of skill acquisition.

_But although }quantitative arguments on optimal learning may be difficult
to pfovide, some qualitative explanations involying optimal learning are com-
mon sense. Animals that are physically specialised so that tht;,y are adapted to a
particular way of life, for efcample, should in general b‘e less curious and
exploratory than animals that are physically adapted'to eat many different
foods. The reason for this is that a highly specialiséd animal is unlikely to dis-
~ cover viable alternative sources of food, while an omnivore lives by adapting

its behaviour to exploit whatever is most available. ' ‘

I am not going.té consider computational models of optimal learning, both
- because of the technical difficulty of constructing 6ptimal leirning fnethods,
and because of the need to introduce explicit assumptions about a probability
distribution over possible environments. In any case, optimal learning will sel-
dom be a practical qﬁantitativc' method of cxplaining animal learning,

| Lci ‘us rctuml to‘th‘c‘ second type of lca‘ming—learning- of efficient stra-
tegies. By the learningv of efficient stra_tégics, I mean the acquisition of the abil-
ity to follow a strategy that is maximally efficient according to an intermediate
" criterion. Note that this is learning of the abiliy to follow a maximally efficient
strategy: an animal with this ability nccd not a.lWays actually follow the

efficient strategy, but it can do so if it chooses to.

An example where optimality theory would predict that an animal should
learn an efficient strategy is that a prey animal should learn how to retum to its

burrow as fast as possible from any point in its territory. Of course, the animal
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need not always return to its burrow as fast as possible—but it is vitally neces-
sary that it should be able to do so .if danger threatens. Similarly, it is not
importani that an animal should_follbw an efficient strategy in searching for
food if it has just eaten, but it is advantageous for an animal to be able to fol-

low an efficient s&ategy'in searching for food if it needs to.

Optimal learning will reqﬁirc the learning of an efficient strategy if the

following three conditions hold:
o  The capacity for maximally efficient performance is valuable.v
o Exploration is cheap.

e  The time taken to learn the behaviour is short compared to the period of

time during which the behaviour will be used.

The third condition implies that the final level of performance reached is more
important than the time taken to learn it—hence optimal learning will consist of

learning the efficient strategy.

Animals need to be able to survive adverse conditions that are more
extreme than those they usually encounter. It is likely, therefore, _that under nor-
mal circumstances most animals have some leisure for exploration; in other
words, the opportunity cost of éxploration is usually small. Animals may, there-
forc, norrhally perform with slightly less than maximum _cfﬁcicnéy ih order to
be able to leamn: m&imﬂly efficient performance is only oécasibnally neces-
sary. Efficient performance may ber valuable for the animal to acquire éither
because it is occasionaily vital (as in avoiding prcdators), or eléé b'ecause it

continuously ensures a small competitive advantage (as in searching for food).

~ Even if these assumptions are not entirely satisfied, it is still plausible that
animals should learn efficient strategies. The point is that optimal learning will

entail learning an efficient strategy unless learning is expensive. Learning may
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be expensrve if rmstakes are costly prey animals would be unwise to attempt to
learn which anxmals were theu' predators by cxperience for exarnple If animals
have innate behav1ours that prevent them from making disastrous mistakes,
there 1s no reason why these behavrours should not be ﬁne tuned by instrumen-
tal Ieammg I.t' an innately feared predator never behaves 1n a threatemng way,
for example, the prey anirnal may lose some of its fear and so cease spending
time and energy in avordmg the predators. Amrnals may have mnate knowledge
or behaviours that prevent them from making costly initial mistakes, and these
innate behaviours may be progressrvely modified to become maximally efficient
behavxours through 1nstrumental leamrng In other words, innate knowledge

may take the pain out of learning.

I conclusion, the o;l)tim-ality' assumption leads to the hypothesis that
animals wili be abllle' to learn efﬁcient behavioura.l su'ategies. That is, after
sufficient experience in an environment, an animal should acquire‘ the ability to
exploit that environment with maximal efficiency. Most of the thesis is devoted

' to investigating what algorithms animals might use to learn in this way.

4.1. Learning Efficient Strategies and Conditioning

' Instrumental conditioning and the learning of efficient strategies are related
concepts, but they are not at all the same. The motivation for studying instru-
- mental conditioning is that it is possihle mechanism for a type'of learning that
could be useful to an animal in the wild. However, operant conditioning theory
_does not explicitly consider efficiency of strategy, and many aspects of instru-
‘mental conditioning experiments are not directly interpretable from the

viewpoint of optimality theory. Conversely, many experiments that test whether
animals can learn an efficient behavioural strategy are not easy to interpret as

instrumental conditioning experiments.
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Although they are superﬁcxally similar to mstrurncntal conditioning experi-
ments, experiments to test whcther ammals can learn maxlmally efficient
behavioural strateglcs are desxgned qune d1fferent1y A well desxgned ‘lcammg
of efficiency’ expenmcnt should give ammals both mcennve and opportumty to

learn the maxxmally efﬁcxent strategy.

J Ammals should be pla_ced in an artificial envirénmenf for which the exper-
imenter can determine the méximally efficient behavioural straterg'y. |

¢  The animals éhould be left in the artiﬁcial environment for long enough

. for them to have ample opponlinify 6f'optimising.their strategies. The

environment should not be changed during this time.

A )

*  The animals should have an adequate motivation to acquxre the optimal
strategy, but the incentive should not be 5O severe that explorauon of alter-

native behaviours is too costly.

e  Control groups should be placed in artificial environments that differ in
chosen respects from the environment of the experimental group. Control
groups should be given the same opportunities of optimising their

behaviour as the experimental group.

Experiments designed in this way have two considerable advantages. First, it is
possible to devise experiments that simulate directly certain aspects of natural
conditions. Second, optimality theory can be used to make quantitative predic-

tions about what strategy the animals will eventually learn.

Some conditioning experiments satisfy these design requirements; others
do not. For example, the phenomenon known as ‘extinction’ in.conditioning
theory, in which a leamed response gradually extinguishes when the stimulus is
repeatedly presented without the reinforcer, is not directly interpretable in terms
of optimality. This is because in a typical instrumental conditioning experiment,

the purpose of testing animals under extinction is to determine the persistence
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_or ‘strength’ of the animal’s expectation of a reward following the stimulus.
This concept of ‘strength’ is difficult to interpret in terms of optimality. There
is often no ‘correct’ behaviour during extinction: whether an animal should
continue to respond for a long time or not depends entirely upon what types of
regularity 1t should expect to find in its environment. Since the extinction con-
- dition- occurs only once during the experiment, the animal is not given enough

data for it to work out what it ought to do.

If, on the other hand, extinction were to occur repeatedly in the course of
an experiment, the ar;imal has the chance to leam how to react in an optimal
way. Kacelnik and Cuthill (1988) report an experiment iﬁ which starlings
~ repeatedly obtain food from a feeder. Each time it is used, the feeder will sup-
ply only a limited amount of food, so that as the birds continue to peck at the
’feeder ;hcy obtain fQod less and less often, until cventualiy the _fecder gives out
no more food at all. To obtain more food, they must then leave the feeder and
ﬁop from perch to perch iﬁ their cage until a light goes on that indicates that
ihe feeder has been reset. In terms of conditioning theory, this _expcriment is
(roughly) a sequence of repeated extinctions of reinforcement that is contingent
upon pecking at the feeder: however, because the birds have the oﬁportunity to
accumulate sufficient experience over many days, they have the necessary
infbrmatidn tojﬁnd an optimal S&atcgy‘ forA choosing when to stop pecking the
ere’der. - - o

I do not want at all to suggest that condiﬁoning experiments are uninter-
pretable: they ask different questions and, perhaps, provide some more detailed
answers than pptimality experiments do. However, the optimality approach is
both qu»antitativer and strongly motivated, .‘and I will afguc in the‘ rest of this
7 thesis that it is possible to classify and to imi:lement a range of algoﬁthms for

learning optimal behaviour,
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5. Special-Purpose Learning Methods

McNamara and Houston (1980) describe how decision theory may be used
~ to analyse the choices that animals face in some simple tasks and to calculate
the efﬁcient‘;strategy.' They point out that it is in principle possible that animals
might leamn by'statiétical estimation of pfobabilitics, and ‘then use decision
theory to calcﬁlate their s'tr‘ategies, but they suggest that it is more likely that
animals learn by special purpose, ad hoc methods. McNamara and Houston

give two main arguments in favour of this conclusion.

First, they point out that the calculations using decision theory are quite
complex even for simple problems, and that, in order to perform them, the
animals would need to collect a éonsiderable amount of information that they
would not otherwise need. Their second argument is that animals do not face
the pfoblcm of determining optimal stratcgicS in gc'ncralz each species of animal
has evolved to face a limited range 6f learning problems in a limited range of
environ'merits.. ‘Animals, therefore, shoﬁld'only néed siniple, special-purpose
heuristic learning methods for tuning their behaviour to the optirhum. These
special-purpose strategies may bfeak down in artificial environments that are
different from those in which the animals evolved.

The classic example of a 'heuriéﬁc, special-purpose, falliﬁle learning
method of this type is the mcchanism_ of imprinting as d;:séﬁbcd by Lorenz. In
captivity, the ducklings may become imprinted on their keeper rather than on
their mother. There can be no doubt that many other special-purpose leaming

methods exist, of exactly the type that McNamara and Houston describe.

But I do not think that McNamara and Houston’s arguments are convinc-
 ing in general. Although some 'innate special-purpose’ adaptivc mechanisms
demonstrably exist, it is impiausiblc that all animal leamning can be described in

this way. Many species such as rats or starlings are opportunists, and can learn
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to invade many different habitats and to exploit novel sources of food. Animals
can be trained to perform many different tasks in conditioning ‘cx‘perimcnts, and
different species appear to leamn in broadly similar ways. Is it not more plausi-
ble that there are generally applicable learning mechanisms, common to many
species, that Jcan enable animals to learn patterns of behaviour that their ances-

tors never needed?

The next section presents a speculative argument that spcciﬂ-pumosc
learning methods may sometimes evolve from general learning methods applied
to particular tasks. But the most convincing argument against the hypothesis of
special-purpose learmning methods will be to show that simple general leaming

methods are possible, which I will attempt to do later on.

6. Learning Optimal Strategies and Evolution

- - Evolution may speed up leaming. If the learning of a critical skill is slow
and expensive, then there will be selective pressure to increase the efficiency of
- learning. The efficiency of learning may be ifnproved by providing what might
be called ‘innate knowledge'. By this, I do not necessarily mean knowledge in
the ordinary sense of knowing how to perform a task, or of knowing facts or
information. Instead, I mean by ‘innate knowledge’ any innate behavioural ten-
dency, desire, aversion, or area of curiosity, or anything else that influences the
course of learning. An animal that fxas evolved to have innate knowledge
~ appropriate for learning some skill doles. not necessarily know anything in the
- normal sense of the word, but in normal circumstances it is able to learn that

skill more quickly than another animgl without this innate knowiedge.

A plausible hypothesis, therefore, is that useful behaviours and skills are
~initially learnt by some individuals at some high cost: if that behaviour or skill

is sufficiently useful, the effect of selective pressure will be to make the
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learning of it quicker, less costly, and more reliable. One origin of special-
purpose learning methods, therefore, may be as innate characteristics that have

evolved to speed up learning by a general purpose method.

7. How Can a Léarning Method be General?

A ‘general leaming mecixanism’ is an intuitively appealing idea, but it
difficult to pin down the sense in which a leaming mechanism can be general,
because all 'leamihg must start from some innate structure. It has become a
commonplace in pﬁilosophy that learning from a rabula rasa is necessarily
imposéible. Any form of learning pr empirical induction consists of combining
a finite amount of data from:experience with some prior structure. No learning
method, therefore, can be completely general, in the sense that it depends on no
prior assumptions at all.

- However, there is another,- more restricted sense in which a leaming
"method can be ‘general’. An animal has sensory abilities that enable it to dis-
tinguish certain aspects of its surroundings, it can remember a certain amount
about the recent past, and it has a certain range.of desires, needs, and internal
sensations that it can experience. It can perform a variety of physical actions.
A behavioural strategy is a method of deciding what action to take on the basis
of the surroundings, of the recent past, and of the animal’s internal sensations
and needs. A strategy might be viewed as a set of situation-action rules, or as a
set of stimulus-response associations, where the situations or ‘stimuli’ consist of
the épbea.rance of the surroundings, memories of the recent past, and internal
sensations and desires, and the ‘responses’ aré the actions the animal can take. I
do not wish to imply that a strategy is actually represenred as a set of
stimulus-response associations, although some strategies can be: the point is

merely that a strategy is a method of choosing an action in any situation.
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-Learning is a process of finding better strategies. Now, a given animal will be
able to distinguish a certain set of situations, and tor perform a certain_ set of
actions, and it W111 have the potentxal ability to construct a certain range of

situation- actlon strategies. A gcneral leammg mcthod is a rncthod of using

experience to improve the current stratcgy, and, 1dca11y, to find the stratcgy that
is the best one for the current environment, given the situations the animal can
recognise and the actions the animal can perform. As will be shown, there are
general vmethods of.irhproving and obiimising behavioural stra‘teg.ies in this

sense.

8. Conclusion
o I have argued fhat the dptimality afgﬁmcnt of Bchaﬁbural ccology does
indicate an analysis ot’ assocxanve mstrumcntal lcammg, but the connection
v-betwecn the opumalxty a.rgumcnt and associative instrumental leammg is
indirect. Ammals cannot directly learn to‘optumse their fitness, because they
cannot live their lives many times and learn to perpetuate their genes as much
as poséiblé. 'I;is'tcad, 'aniinals may learn critical skills that improve their fimess.
By a ‘éfitical skill’, I mean 5. skiil _for' which improvements in performance
»result directly in increas.e‘s in ﬁtness For example, the rate at which a bird can
bring food to 1ts ncst dlrcctly affects the number of chicks it can raise. In
-many cases, an ammal need not always perform its critical skills with maximal
efficiency: it is the capaciry to perform with maximal efficiency when necessary
that is valuable. A bird may need to obtain food with maximal efficiency all the

time during the breeding season, but at other times it may have leisure.

One role of instrumental learning, therefore, is in acquiring the ability to
perform critical skills as efficiently as possible. This learning may be to some

extent incidental, in that performance does not always have to be maximally
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-'efﬁc'iertt during learning: indeed, sub-optimal pefformance may be a necessary
"'part of leaming. |

According to the optimality ‘ar.gurrtent, if an animal has many opportunities
to practise a critical skill, and if it is able to try out some alternative strategies
without disaste.r,' then the axtimal sheuld ultimately' acquire a ca.pacity for maxi-
mally efficient pert’ormance.

In the next chapter, [ will describe how a wide range of leaming problems
'may be posed as problems of learning how to obtain delayed rewards, [ will
argue that it is plausible that animals may represent tasks subjectively in this
way. After that, I will describe the established method for calculating an
optlmal strategy, assuming that complete knowledge of the envu’onment is
avatlable Then I will con51der systematxcally what leammg methods are possi-
ble. The learning methods will be presented as altematwe algorithms for per-
for'mmg dynamic programmmg After that, I thl describe computer 1rnp1emen-

tauons of some of these leaming methods

From now on, I wﬂl speak more often about hypothetmal agents or
‘learners’ rather than about ‘animals’, because the dlscussmn will not be related
to spccxﬁc examples of animal learning. The leammg algonthms are strong
candtdates as computational models of some types of ammal leamtng, but they

may also have practxcal apphcauons in the constructxon of leammg machmcs
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Learning Problems

In this chapter I will describe several problems to which the leaming

methods are applicable, and I will indicate how the problems are related.

1. The Pole-Balancing Problem

A well-known example of a proccdurai learning problem, studied by
Michic; <i967), and Barto, Sutton, and Anderson (1983), is the ‘polc-balanci.ng’
problem, illustrated overleaf. - o |

The cart is free to roll bac':'k' and forth on the track between the two end-
blocks. The pole is jo;med to the cart by a hinge, and is free to move in the
vertical plane aligned with the track. There are two possible control actions,
which are to appiy a constant force to the cart, pushing it either to the right or
to the left. The procedural skill.to be acquired is that of pushing the cart to left
and right so as to keep the pole balanced more or léss vertically above thé éart,
and to keep the cart from bumping against the ends of the track. This skill
vrr-aight be repreSehted as a rule for deéidihg whether to push the cart to the right

or to the left, the decision being made on the basis of the state of the cart-pole

system.

There are several ways of posing this as a learning problem. If an ‘expert’
is available, who knows how to push the cart to balance the pole, then one
approach would be to train an automatic system to imitate the expert’s
behaviour. If the leamer is told which action would be correct at each time, the

learning problem becomes one of constructing a mapping from states of the cart
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At each time step, the controller may push the cart either to

" the right or to the left.

The task is to keep the pole balanced, and to keép the cart from

~ hitting the endstops.
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~and pole to actions. The problem of learning a procedural skill is reduced to the
problem of learning a single functional mapping from examples. The disadvan-
tage of this ‘imitate the teacher’ method is that a teacher may not be available:
indeed, if there is a machine teacher, there is rarely any point in having a

machine learner,

A more interesting and general formulation of the learning problem is that
the leamner receives occasional rewards and penalties, and that the learner’s aim
is to find a policy that maximises the rewards it receives. The pole-balancing
problem, for example, can be formulated as follows. The learner may repeat-
edly set up the cart and pole in any position, and it may then push the cart to
and fro, ﬁ'ying to keép the pole balanced. The information that the leamer can
use consists of the sequence of states of the cart-pole system and of the actions
that the learner itself performs; the leamer is informed when the pole is deemed
to have fallen. The falling of the pole may be thought of as a punishment or
‘penalty’, and the learner may be viewed as having the goal of avoiding these
penalties. Note that the leamner is not given the aim of ‘keeping the pole nearly
vertical and the cart away from the ends of the track’: it is just given the aim
of avoiding penalties, and it must work out for itself how to do this. The
learner does not know beforehand when penalties will occur or what sort of
strategy it might follow to avoid them. The learning method of Barto, Sutton,

and Anderson (1983) leamns under these conditions.

In the ‘imitate the teacher’ formulation of proéedural learning, the learner
is told whether each action it performs is correct; in the reward/punishment for-
mulation, the rewards or punishments may occur several steps after the actions
that caused them. For example, it may be impossible for the leamner to prevent
the pole from falling for some time before the pole actually falls: the final

actons the learner took may have been correct in that by these actions the
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falling of the pole was delayed as long as possible, and the actual mistaken

acdons may have occurred some time earlier.

1.1. States, Actions, and Rewards

The pole-_bé.lancing problem has a particularly clear structure. What needs
to be learned is a method for deciding whether to push right or left. At any
time, all the information that is needed to make this decision can be summed

up in the values of four szate-variables:

the position of the carf on the track
the velocity of the cart
the angular position of the pole relative to the cart

the angular velocity of the pole’

These variables describe the physical state of the system completely for the
purposes of pole-balancing: there is no point in considering any more informa-
tion than this when deciding in which direction to.push. If this information is
available for the current time, then it is not necessary to know anything more

about the past history of the process.

The space of possible combinations of values of these state variables is the
state-space of the system—the set of possible situations that the agent may
face. The purpose of leamning is to find some mctho& for deciding what action
to perform in each 'stéte: the agent has mastered the skill if it can decide what
to do in any situation it may face. There need not necessarily be a single
prescribed action in any state—there may be some states in which either action

is equally good, and a skilful agent will know that it can perform either.

The state-space may be described in alternative ways. For example, sup-
pose that the agent cannot perceive the rates of change of the position of the

cart or of the angle of the pole. It cannot, therefore, perceive the state of the
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_system directly. However, if it can remember previous positions and angles and
the actions it has recently taken, then it can describe the state in terms of its
memories of previous positions and previous actions. If the information that the
agent uses to describe the current state would be sufficient to determine approx-
imate values of all four state variables, then it is in principle sufficient informa-
tion for the agent to decide what to do. In the cart and pole problem, it is easy
to define one adequate state-space: many other systems of descriptions of the
state are possible. The criterion for whether a method of description of state is
adequate is that distinct points in the adequate state space should correspond to

distinct descriptions.

2. Foraging Problems

Stephens and Krebs (1987) review a number of decision-making problems
that animals face during foraging, and describe formal models of these prob-
lems that have been developed for predicting what animal behaviour should be

according to thé optimality argument.

One ubiquitous problem that animals face is that food 'is non-uniformly
distributed—it occurs in ‘patches’: foraging consists of searching for a ‘patch’
of food, exploiting the patch until food becomes harder to obtain there, and
then leaving to search for a new patch. While searching for a patch, the animal
expends energy but obtains no food. When an animal finds a patch,.the rate of
intake of food becomes high initially, and then declines, as the obtainable food

in the patch becomes progressively exhausted. Eventually, the animal has to
make an unpleasant decision to leave the current patch and search for a new
patch to exploit. This decision is ‘unpleasant’ in that the animal must leave
behind some food to go and search for more, and the initial effect of leaving a

patch is to reduce the rate of intake of food.
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This dilemma is known as the parch-leaving problem. If the animal stays
in patches too long, it will waste time searching for the last vestiges of food in
exhausted patches. If, on the other hand, the animal leaves patches too soon,

then it will leave behind food that it could profitably have eaten.

The animal gains energy from food, and spends energy in looking for and
in acquiring it. It is reasonable to suppose that the optimal foraging strategy for
an animal is to behave so as to maximise some average rate of net energy gain.
A common assumption is that an animal will maximise its long-term average
rate of energy gain; this is not the only assumption that is possible, but it is one

that is frequently used by foraging theorists.

Charmnov and Orians (1973), as cited by Stephens and Krebs (1986),
Chapter 3, considered this and similar problems, and proposéd the marginal

value theorem. This applies in circumstances where

e At any time, an animal may be either searching for opportunities (e.g.
prey, patches), or else engaged in consumption (e.g. eating prey, foraging
in a patch).

e  The animal may abandon consumption at any time, and return to searching

for a new opportunity. The animal may only stop searching once it has

found a new opportunity.

e  The results of searches on different occasions—the values of the opportun-
ity discovered, the time taken to find the opportunities, etc—are statisti-

cally independent.
e New opportunities are not encountered during consumption.

e The rate of energy intake during consumption declines monotonically.

That is, ‘patch depression’ is monotonic.
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e  The decision problem for the animal is that of when to stop consumption
and return to searching. An animal has the option of not starting consump-

tion at all if an opportunity is not sufficiently promising.

If all these assumptions are satisfied, then there is a simple optimal decision
rule, which iﬁas the following form. Suppose that the best possiblc long-term
average rate of energy gain is L. Then the optimal decision rule is to abandon
consumption and return to search when the instantaneous rate of energy gain
falls to L or below. This definition might appear circular but it is not: L is a
well defined quantity that could in principle be found by calculating the long
term average returns of all possible strategies, and then choosing the largest of
the results. The marginal value theorem states that the optimal strategy consists
of leaving a patch when the rate of return drops below L, and this fact can

often be used as a short-cut in finding L.

This decision rule, however, requires an animal to assess the instantaneous
. rate of energy gain during consumption. There are some circumstances where
it is reasonable for animals to be able to do this (e.g. a continuous feeder such
as a caterpillar), but it also often happens that energy gain in a patch is a sto-
chastic process, in which food comes in chunks within a patch (such as a bird
eating berries in a bush). In this case, the animal cannot directly measure its
instantaneous rate of energy gain, but the marginal value theorem still applies if
the instantaneous expected rate of energy gain is used. To use a decision rule
based on the expected instantaneous rate of return, the animal must estimate
this on the basis of other information, such as the appearance of the patch, the
history of finding food during residence in the patch, and whether it has found
signs of food in the patch.

McNamara (1982) has proposed a more general type of decision rule,

based on the idea of potenrial. This formulation is more general than that
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required for the marginal value theorem in that it is no longer necessary to
assume that the rate of energy gain declines monotonically as an animal

exploits a patch: the other assumptions remain the same.

The pb_tential is rather cumbersome to define in words, but a definition
runs as foUow§.' An animal continually estimates the potential of a patch on
the basis of what it curréntly knows about the patch. The potential is the
estimated maximum achievable ratio of energy gain to residence time in the
patch, the maximum being taken over all possible exploitation strategies that
the animal might adopt. A bird might, for example, estimate the potential of a
particular tree on the basis of the type of tree, the season, how long it has been
searching in the tree, and how many berries it has found recer{tly. The decision

rule is to leave the patch if the potential drops below L, and to stay otherwise.

This is a considerably.more complex analysis than Charnov and Orians’
original presentation of the marginal value theorem. All that is left of the sim-
plifying assumptions for the marginal value theorem is that the searches are sta-
tistically independent, and this assumption itself may not always be plausible. If
this assumption too is dropped, a still more general method of determining
optimal strategies may be used: dynamic programming.

The point is that, to calculate optimal strategies and how they depend on
certain environmental variables, iﬁ is necessary to construct a simplified formal
model of the foraging problem that the animal faces. It is sometimes possible to
justify a very simple type of model, such as the type of model needed to apply
the marginal value theorem, and the optimal strategy can then be derived by
some simple statistical rcaséning and a little algebra. However, these strong

assumptions will often be unrealistic.
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2.1, Dynamic Models of Foraging

The most general form of foraging model that it is reasonable to construct
is a dynamic model, which can be described in the following terms. The forag-
ing problem is described abstractly, in such a way that the foraging could in
principle be simulated on a computer. At any time, the animal and the environ-
ment can be in any of a certain set of objective states, the objective state being
the information about the state of the animal and its envkonﬁent that is neces-
sary for continuing the simulation. The objective state may contain information
that would not be available to the animal, such as how much food is left in the

current patch.

Let us suppose that the animal does not make decisions continuously, but
that decision points occur at intervals during the simulation. The foraging prob-
lem faced by the animal is that of taking decisions as to what to do next: at
each decision point, there is a certain range of alternative actions that the
animal can choose between. The action the (simulated) animal chooses will
affect the amount of food that it finds in the time up to the next decision point,

and it will affect the objective state at the next decision point.

The book by Mangel and Clark (1988) is an extended description of this

approach to the modelling of the behavioural choices that animals face.

3. Subjective Dynamic Models

One constraint on foraging is that an animal can take decisions only on
the basis of the information available to it. The animal may not be able to
know the objective state, but the information that the animal uses to decide
what to do might be called the subjective state. The subjective state may con-
sist of information about the appearance of the environment, about recent

events in the past, and about the animal’s internal state, and about its current
p
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goals, if it has any. I will suppose that an animal has an internal subjective
model of the foraging problem, different from, but corresponding to the objec-
tive model. The animal forms subjective descriptions of the situations it faces,

the actions it '_ takes, and of the benefits or costs of the actions it takes (the

rewards).

What are the subjective rewards and costs? A behavioural ecologist may
determine what an animal’s short term goals ought, objectively, to be, but need
thé animal’s subjective reward system correspond directly to the objective
reward system? If animals learn to achieve subjective rewards rather than
objective rewards, then all that can be deduced from the optimality argument is
that the optimal strategy according to the subjective reward system should be
the same as the optimal strategy according to the objective reward system. This

does nor imply that the objective and subjective rewards are the same.

A plausible example where there is a difference between subjective and
* objective rewards is that of an innate fear of predators. If a bird feeds in a cer-
tain spot, sees a kestrel, and escapes, it has suffered no objective penalty
because it has survived. The only objective penalties from predation occur
when animals get eaten, after which they can no longer leamn. In order for
animals to avoid predators, it is plausible that sights and sounds of predators
should be subjectively undesirable experiences that the animals should seek to
évoid. Within the framework of a subjective dynamic model, the sight of a pre-
dator should therefore be a subjective penalty. In the bird’s natural environ-
ment, a policy of avoiding situations in which predators are seen may be a

good policy for avoiding predation.

To suggest possible learning methods, I do need to assume that the animal
or agent's subjective representation of the problem is sufficiently detailed that

the subjective problem is that of controlling a Markov decision process. This is
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a large assumption to have to make, but it is unavoidable. The only consolation
is that the learning may often succeed even if the assumption does not hold. As
I will not mention this assumption for the rest of the thesis, I will give two
examples of how things can go wrong if the agent does not encode enough

information about states for the results of its actions to be predictable.

The first exafnplc is that of finding one’s way about in central London. It
is easy enough to build up a mental map of the streets and the junctions, so
that one can mentally plan a route; the ‘states’ in this case are the junctions,
and the ‘actions’ are the decisions as to which street to turn into at each junc-
tion. Now, the street layout and even the one way system are easy enough to
remember, but‘this information is not sufficient, because there are heavy restric-
tions on which way one is allowed to turn at each junction. That is, a descrip-
tion of which junction one is at is nor a description of the state that is sufficient
for determining what action to take—it is also necessary to specify which street
one is in at the junction. If one does not succeed in remembering the tumning

restrictions, one cannot plan efficient routes.

As a second example of a non-Markovian subjective problem, consider an
animal undergoing some conditioning experiment in which the reinforcements
depend in a complicated way on the sequence of recent events and actions. If
the animal does not remember enough information about. the recent past to be
able to distinguish aspects that are relevant to the reinforcement it will receive,
then it may not be able to learn the most efficient strategy for exploiting that
environment. Furthermore, the environment could be contrived so as to frustrate
the animal’s attempts to learn a simple strategy that made use only of the infor-

mation that it could encode.

In both of these examples, the problem is that the agent does not encode

enough relevant information about the situation it is in to be able to have
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effective situation action rules. In both cases the remedy is clear: the agent
should base its decisions on more information: it is a question of determining

what information defines the state.

Autonomous learning agents will surely need to have some methods, pos-
sibly heuristic, of detecting whether their current encoding of state is adequate.
I have not considered this problem, and I think that it is unlikely that there is
any single general approach to it. From now on, I will assume that the agent’s

subjective formulation of the problem is indeed a Markov decision process.

To suppose that animals formulate subjective problems in this way is to
make a psychological hypothesis. I think that this hypothesis is both plausible

and fully consistent with long established assumptions about associative learn-

ing.
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Markov Decision Processes

The formal model that will be used for these and other problems is the
Markov decision proccss;lthcre are a number of books that treat Markov deci-
sion processes. A clear and concise account of discrete Markov processes is
given in Ross (1983); other books are Bellman and Dreyfus (1962),
Denardo (1975), Bertsekas (1976), Dreyfus and Law (1‘977),7and Dynkin and
Yushkevich (1976). To make this document self-contained, I will give a brief

account of the main methods and results for finite-state problems here.

A Markov decision process, or controlled Markov chain, consists of four
parts: a state-space S, a function A that gives the possible actions for each

state, a transition function T, and a reward function R.

The state-space S is the set of possible states of the system to be con-
trolled. In the case of the cart-pole system, the state-space is the set of 4-
vectors of values of the position and velocity of the cart, and of the angular

position and angular velocity of the pole.

In each state, the controller of the system may perform any of a set of
possible actions. The set of actions possib'lc in state x is denoted by A(x). In the
case of the cart-pole system, every state allows the same two actions: to push

right or to push left.
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1. Finite Approximation to Continuous Processes

To avoid the complications of systems which have continuous state-spaces,
continuous action sets, or which operate in continuous time, I will consider
only finite, discrete-time Markov decision processes. That is,

e Sis a finite sét of discrete states

e A(x) is a finite set of discrete actions for all x in S

e  states are observed, actions taken, and rewards received at discrete times

1,23, -

Any non-pathological continuous Markov decision process may be approx-
imated adequately for present purposes by a finite, discrete-time Markov deci- -
sion process. From now on, I will discuss only finite Markov decision processes
unless I specifically say otherwise.

The random variable denoting the state at time ¢ is X, and the actual state
at time r is x,. The state at time r+1 depends upon the state at time ¢ and upon
the action a, performed at time ¢. This dependence is described by the transition
function T, so that T( x;, @, ) = X, , which is the state at time +1. Transi-
tions may be probabilistic, so that T(x,a) may return a state sampled from a

probability distribution over S.

Since there is only a finite number of states, we may define ny(a) to be
the probability that performing action a in state x will transform x into state y.

That is
Py(a) = Pr(T(x,a) =y)
For finite systems, T is fully specified by the numbers P,(a) for all %, y, and a.

Finally, at each observation, the controller receives a reward that depends
upon the state and the action performed. The random variable denoting the

reward at time ¢ is R,, and the actual reward at time ¢ is r,. That is, the reward
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received is R;=R(x;, a;). In the case of the pole-balancing problem, the
rewards might be defined as -1 at the time-step during which the pole falls, and
0 at all other times. Rewards may be probabiliistic: the actﬁal reward may be
sampled from a probability distribution determined by x and a.

Usually, we need not consider the reward function itself, but only its

expectation, which is written
p(x,a) = E[R(x,e)] for fixed x and a

This completes the definition of a Markov decision process.

2. The Markov Property

Note that although both transitions and rewards may be probabilistic, they
depend only upon the current state and the current action: there is' no further
dependence on previous states, actions, or rewards. This is the Markov pro-
perty. This property is crucial: it means that the current state of the system is
all the information that is needed to decide what action to take—knowledge of

the current state makes it unnecessary to know about the system'’s past.

It is important to note that the Markov properties for transitions and for
rewards are not intrinsic properties of a real process: they are properties of the
state-space of the model of the real process. Any process can ‘be modelled as a
Markov process if the state-space is made detailed enough to ensure that a
" description of the current state captures those aspects of the world that are

relevant to predicting state-transitions and rewards.
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3. 'Policies

A policy is a mapping from states to actions—in other words, a policy is a
rule for deciding what to do given knowledge of the current state. A policy
should be defined over the entire state-space: the policy should specify what to
do in any situation'..

A policy that specifies the same action each time a state is visited is
termed a stationary policy (Ross 1983). A policy that specifies that an action
be independently chosen from the same probability distribution over the possi-
ble actions each time a state is visited is termed a stochastic policy. During
learning, the learmner’s behaviour will change, so that it wili be neither station-
ary nor stochastic; however, the optimal policies that the learner seeks to con-

struct will be stationary.
If a stochastic policy f is followed in state x, , the probability that the next

state is y is

Pr(X=y) = 3 Pr(fi=a)Py(a)

ae Ax)

It will be convenient to write the transition probability from x to y when fol-

lowing policy f as
Po(f)
and, similarly, let

T(x,f), R(xf), p(xf)

be the next state, the reward, and the expected reward respectively when fol-

lowing policy f in state x.
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4. Return

Broadly, the aim of the agent is to maximise the rewards it receives. The
agent does not merely wish to maximise the immediate reward in the curmrent
state, but wishes to maximise the rewards it will receive over a period of future

time.

There are three main methods of assessing future rewards that have been
studied: total reward; average reward; and total discounted reward. I will
assume that the agent seeks to maximise total discounted rewards, because this
is the simplest case. The learning methods can, however, be modified for leamn-

ing to maximise total rewards, or average rewards under certain conditions.

The total discounted reward from time ¢ is defined to be
2 L] * @ .
e+ Yre+Y rua +Y" rn +

where r, is the reward received at time k and ¥ is a number between 0 and 1
(usually slightly less than 1). y is termed the discoz;nt factor. The total
.discountcd reward will be called the return. The effect of v is to determine the
present value of future rewards: if ¥ is set to zero, a reward at time #+1 is con-
sidered to be worth nothing at time r, and the return is the same as the immedi-
ate reward. If vy is set to be slightly less than one, then the expected return from
the current state will take into account expected rewards for some time into the
future. Nevertheless, for any value of "y strictly less than one, the value of

future rewards will eventually become negligible.

5. Optimal Policies

The aim of the leamer will be to construct a policy that is optimal in the
sense that, starting from any state, following the policy yields the maximum

possible expected return that can be achieved starting from that state. That is,

41



Chapter 3 — Markov Decision Processes

an optimal policy indicates the ‘best’ action to take in any possible situation in
the sense that continuing to follow the policy will lead to the highest possible

expected return.

It may not be obvious that the highest possible expected return can be
achieved by folloy&ing a stationary policy, or even that there is a single policy
that will be optimal over all states. Nevertheless, it can be proved that for every
Markov decision process as described above, there will be a stationary optimal
policy, and the proof may be found in Ross (1983). The essential reason for
this is that, in a Markov process, a description of the current state contains all
information that is needed to decide what to do next; hence the same decision

will always be optimal each time a state is visited.

6. The Credit-Assignment Problem

It is not immediately obvious how to compute the optimal policy, let alone
how to learn it. The problem is that some judicious actions now may enable
high rewards to be achieved later; each of a sequence of actions may be essen-
tial to achieving a reward, even though not all of the actions are followed by
immediate rewards. Conversely, in the pole-balancing problem, the cart and
pole may enter a ‘doomed’ state from which it is impossible to prﬁvcnt the pole
from eventually falling—but the pole actuglly falls some time later. It would be
wrong to blame the decisions taken immediately before the pqlc fell, for these
decisions may have been the best that could be taken in the cir;:umstanccs. The

actual mistake may have been made some time previously.

Because of this difficulty of determining which decisions were right and
which were wrong, it may be difficult to decide what changes should be made
to a suboptimal policy. In artificial intelligence, this problem of assigning credit

or blame to one of a set of interacting decisions is known as the ‘credit
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assignment problem’. For efficient learning, it is necessary to have some
efficient way of finding changes to a policy that improve it, because the sheer
number of different possible policies in any significant problem makes a stra-

tegy of policy optimisation by trial and error hopelessly inefficient.
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Policy Optimisation by Dynamic Programming

Dynamic prdgrarnming is a method of solving the credit-assignment prob-
lem in multistage decision processes. The scope of dynamic programming is
often misrepresented in the computer science literature—the true variety of its
applications is perhaps best explained in Bellman and Dreyfus (1962) or
Dreyfus and Law (1977). The basic principle of dynamic programming is to
solve the credit assignment problem by constructing an evaluation function,

also known as a value function or a return function, on the state-space.

In discussing Markov decision processes, it is necessary to be able to refer
to random quantities such as ‘the state that results after starting at state x and
following policy f for five time steps’. A notation for this is the following,

where x is a state, fis a policy, and » is a non-negative integer:
X(xf,n) and R(x/fn)

are the random variables denoting the state reached and the immediate reward

obtained, after starting at state x, and following policy f for n steps. Clearly,
X(xf0)==x
and
Rx£,0) = R(x/)
I will also write
X(x,a,1)

as the state that results from performing action g in state x.
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1. Value Functions

In a Markov decision process, the future evolution of the process—in par-
ticular, the expected retum—depcnds only upon the current state and on the
policy that will be followed. If the process is in state x and the policy f is fol-

lowed, the cxpefctcd‘rcturn will be written Vf (x). That is,
Vf(x)=E [Rxf0) + YR@xAD + -+ + Y*Rxfin) + - 1]

Note that the value function could in principle be estimated by repeatedly simu-
lating the process under the policy f, starting from state x, and averaging the
discounted sums of the rewards that follow, the sums of rewards being taken
over a sufficient period of time for ¥* to become negligible. But because value

discounting is exponential, Vy also satisfies the following equation for all x:
Vi) =p(x,f) + YE[V(X&AD) ]

For a finite-state problem, the evaluation function is known if its value is
known for each state. The evaluation function may, therefore, be specified by

the |S| linear equations

V) = pixf) + Zny(f) V) for eaéh x
y

Thus in a finite-state problem, if p and P are kﬁown, the evaluation function
can be calculated by solving a set of linear equations, one for each state. The
calculation of the evaluation function for ‘a policy is, therefore, swraightforward

~ but time-consuming,

2. Using the Evaluation Function in Improving a Sub-Optimal Policy

The point of constructing the evaluation function V for a policy f is that,
once the evaluation function is known, it becomes computationally simple to

improve the policy f if it is sub-optimai, or else to establish that fisin fact

45



Chapter 4 — Policy Optimisation by Dynamic Programming

optimal.

Suppose one wishes to know whether some proposed policy g will yield
higher expected returns for all states‘ than the existing policy f, for which the
cvaluatibn function V is known. This question might be phrased as ‘Is g uni-
formly better than f?’ One way of determining whether g is uniformly better
than f would be to compute V, , and then to compare V, with V over the entire
state space. But calculating the evaluation function for a policy g is computa-
tionally expensive: to do this whole calculation for each proposed meodification
of the policy f would be extremely wasteful.

A simpler method of comparing f and g using V; only is as follows. Con-
sider the expected returns from following policy g for one step, and then fol-
lowing policy f thereafter. Suppose that the policy g recommcnds‘ action b at
state x, while policy f recommends action a. The expccted return from starting

at x, following policy g for one step (i.e. taking action b) and then following

policy f thereafter is

Qr(xb) = pxb) + T Pyy(®) V5 ()
y

This is much simpler to calculate than V, , for to calculate Qf(x,8(x)) it is only
necessary to look one step ahead from state x, rather than calculating the whole
evaluation function of g. I will call the quantity Qs(x.a) the action-value of

action a at state x under policy f. Note that Qf (x,f(x)) = V(x), by definition.

To allow for the possibility that g may be a stochastic policy, I will define
Qf (xyg) by

0/ (xg) = ¥, Prig(x) = a) Qs (x, @)

That is, Of (x.,g) is the expected return from starting at x, following policy g for

one step, and then following policy f thereafter.

46



Chapter 4 — Policy Optimisation by Dynamic Programming

Action-values are useful for the following reason. Suppose that the
expected return from performing one step of g and then switching to f is uni-

formly as good as or better than the expected return from f itself, that is

0 (xg) 2 V)

for all states x. O_rie can then argue inductively that g is uniformly as good as
or better than f. Starting at any state x, it is (by assumption) better to follow g
for one step and then to follow f, than it is to start off by following f. However,
by the same argument, it is better to follow g for one further step from the state
just reached. The same argument applies at the next state, and the next. Hence
it is always better to follow g than it is to follow £ The proof is given in detail

in Bellman and Dreyfus (1962), and in Ross (1983). The result is

Policy Improvement Theorem

Let f and g be policies, and let g be chosen so that
Qr(x,8)2Vi(x) forall xe S
Then it follows that g is uniformly better than f, i.e.

V)2 Vp(x) forall xe S

The significance of the policy improvement theorem is that it is possible
to find uniformly better policies than f, if such exist, in a computationally
efficient way. If the starting policy is £, then an improved policy is found by

first calculating Vj;, and then calculating the action-values

Qf (I la)

for each state x and each possible action a at x. A new policy f is defined by

choosing at each state the action with the largest action-value. That is,
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